Appendices



Appendix A. Sample Design, Development of Weights, Confidence Intervals and Data Suppression, and Geography

Appendix A

Sample Design, Development of Weights,
Confidence Intervals and Data Suppression, and
Geography

This appendix provides a more detailed discussion of the same points discussed in Chapter 2 of this
report. However, it is still a condensed discussion. A more detailed report on the sampling plan is
available as Chapter 2 of the overall Evaluation Plan from the National Institute on Drug Abuse
(NIDA). This appendix is separated into four main sections along the lines suggested by the title.

A.1 Sample Design

The youth and their parents were found by door-to-door screening of a scientifically selected sample
of about 34,700 dwelling units for Wave 1, 23,000 dwelling units for Wave 2, and 23,300 for Wave 3.
These dwelling units were spread across about 1,300 neighborhoods in 90 primary sampling units
(PSUs) for Wave 1 and about 800 neighborhoods each, in the same primary sampling units for Waves
2 and 3. The sample was selected in such a manner as to provide an efficient and nearly unbiased
cross-section of America’s youth and their parents. All types of residential housing were included in
the sample. Youth living in institutions, group homes, and dormitories were excluded.

For subsequent followup waves there has been no new selection of dwelling units or of youth.
However, an original sampled parent could be replaced by a newly selected parent if the original
selected parent were no longer eligible.

The sampling was arranged to get adequate numbers of youth in each of three targeted age ranges: 9
to 11, 12 to 13, and 14 to 18. These age ranges were judged to be important analytically for evaluating
the impact of the Media Campaign. Within households with multiple eligible youth, up to two youth
were selected during the three initial recruitment waves.

Parents were defined to include natural parents, adoptive parents, and foster parents who lived in the
same household as the sample youth. Stepparents were also usually treated the same as parents unless
they had lived with the child for less than 6 months. When there were no parents present, an adult
caregiver was usually identified and interviewed in the same manner as actual parents. No absentee
parents were selected. During the three initial recruitment waves, when more than one parent or
caregiver was present, one was randomly selected. No preference was given to selecting mothers over
fathers. Parents or caregivers of both genders were selected at equal rates. This was done to be able to
measure the impact of the Media Campaign separately on mothers and fathers. During the subsequent
followup waves, the most knowledgeable parent was selected if the original sample parent was no
longer eligible (e.g., no longer living with child at least two nights a week, or mentally or physically
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disabled). When there were two sample youth who were not siblings living in the same household, a
parent figure was selected for each.

The following discussion about sample selection is divided into two major subsections. The first
describes the selection of the screening sample and the second describes the selection of youth and
parents. As indicated earlier, all of the major sampling activities occurred during Waves 1 through 3,
i.e., the three initial recruitment waves). The sample for Wave 4 was a subset of youth and parents
selected for Wave 1 that included all Wave 1 respondents plus a small subsample of Wave 1
nonrespondents (see Section A.1.3 for details).

A.1.1 Selection of Screening Sample (Waves 1 through 3)

The screening sample was selected using a dual-frame, multistage design. One frame was of housing
built by late 1991 as listed by Westat in a sample of areas using field personnel and maps. This frame
was called the area frame. The second frame consisted of building permits issued for new housing
between January 1990 and December 1998. The dual-frame approach was used to improve survey
reliability. By sampling new construction from permits, it was possible to spread the sample out more
evenly, which resulted in improved reliability (Judkins, Cadell, and Sczerba, 2000). Housing units
built in 1990 and 1991 had two chances of selection since they appeared in both frames. To correct for
this overcoverage, the screening questionnaire in Waves 1 through 3 instructed the interviewers to ask
the age of the housing for a sample selected from the area frame. Any housing units in the area frame
built after April 1, 1990, were ineligible for the survey. Housing units built in the first 3 months of
1990 were kept under the assumption that there was some lag between the issuance of a permit and
the construction of the building. Housing units built after 1998 had no chance of selection in either
frame. Also, a housing unit had no chance of selection if built during the 1990s in jurisdictions where
no permit was required. Finally, modular housing built during the 1990s was inadvertently omitted
from the permit sample. These three factors implied a household coverage rate of about 98 percent.

New mobile homes placed on sites between 1991 and 2000 had a chance of selection through the
missed mobile home procedure. This worked as follows. In a sample of segments (as defined below),
interviewers were instructed to canvas the segment on their first visit for mobile homes and to
compare what they found with what was found when the segment was first listed in 1991. In this
sample of segments, any new mobile homes found were added to the sample. If there were more than
nine new mobile homes in a segment (as might be the case with a new mobile home park), a
subsample was drawn and appropriately weighted.

A.1.1.1 Selection of the Area Screening Sample (Waves 1 through 3)

The area screening sample was selected in three stages. The first stage consisted of selecting a sample
of PSUs. The PSUs were generally metropolitan areas and groups of nonmetropolitan counties. The
second stage consisted of segments. Each segment was a block or group of contiguous blocks with a
minimum housing unit count in 1990 of about 60. The third stage consisted of individual dwelling
units.
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PSU Selection

The PSUs were selected from a design stratified by region, metropolitan status, per capita income,
percentage minority population, and PSU size. The National Survey of Parents and Youth (NSPY)
PSUs were drawn as a subset of Westat’s 1991 master sample. This master sample comprised 100
PSUs. Of these, 90 were selected for NSPY. One reason for using a subset of these 100 instead of
selecting a fresh set of 90 PSUs was that Westat had experienced interviewers in these PSUs. In
addition, it was possible to use area listings from a prior survey, thereby reducing the area sampling
Ccosts.

The following paragraphs describe how the 100-PSU master sample was drawn and how it was
subsampled for NSPY use. The PSUs in the underlying frame were constructed using 1990 Decennial
Census information based on the following general criteria:

m  Each PSU consisted of a single county, a group of counties, or a metropolitan statistical area
(MSA).

m  The PSUs were geographically contiguous, mutually exclusive, and covered the United States.
m  Nonmetropolitan PSUs did not cross state boundaries.
m  FEach PSU had at least 15,000 total population as of 1990.

m  Each PSU was designed to be as easily traversable by an interviewer or lister as possible given
population density, minimum size constraints, and natural topography.

This constructed frame included 1,404 PSUs, with no PSU having a 1990 population larger than
5,400,000 (the New York, Chicago, and Los Angeles PMSAs were divided into three, two, and two
PSUs, respectively). From this constructed frame, 100 PSUs were selected in 1991 for the master
sample.

The 100-PSU master sample was selected using probability-proportionate-to-size (PPS) sampling with
1990 population as a measure of size. Twenty-four PSUs with populations greater than 2,100,000
were certainty selections (selected with probability 1). The remaining 1,380 PSUs were assigned to 38
strata for PSU selection. These strata were defined to satisfy the following criteria:

m  Each stratum represented a 1990 population of roughly 4 to 5 million persons.

m  The 38 strata were nested within eight primary strata defined by census region (Northeast, South,
Midwest, and West) and PSU metropolitan/nonmetropolitan status.

m  The strata within each primary stratum were constructed to be heterogeneous in PSU population
size (for metropolitan primary strata), per capita income, and percentage minority population.

Using the Durbin-Brewer method (Durbin, 1967), 76 PSUs were sampled from the 38 strata (two
PSUs per stratum) with probability proportionate to their 1990 population.

The NSPY PSU sample was a random subsample of 90 PSUs from the 100-PSU master sample. The
noncertainty strata were grouped into superstrata. One stratum was then selected from each
superstratum. Within the selected stratum, one of the two sample PSUs was randomly deselected. In
order to eliminate 10 PSUs, 10 superstrata were formed, each with the same number of strata. The
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superstrata were formed from the 38 noncertainty strata and two pairs of small certainty PSUs. This
yielded an even four strata per superstratum. Each superstratum contained eight sample PSUs, each of
which represented a population of approximately 2.1 million people. One PSU was dropped from
each superstratum for a total of 10 eliminated PSUs, as required.

In forming the superstrata, there was some grouping of strata across regions because not every region
had a number of strata that was a multiple of four and higher priority was given to avoiding grouping
across metropolitan status. This approach was expected to increase the variance of regional estimates.
To counteract this increased variance, a special set of weights was built for regional analyses. For this
special set of weights (developed solely for cross-sectional analyses of Waves 1 through 3 data), the
probabilities of retention associated with the superstrata were ignored and, instead, the PSUs in each
region were weighted by metropolitan status up to the total population reported in those areas in
1990. This approach reduced variance on regional analyses but increased bias and variances for other
statistics. Therefore, the regional weights were used only for regional analyses in Waves 1 through 3.

Area Segment Selection

NSPY segments consisted of groups of neighboring blocks with a minimum count of 60 dwelling units
in the 1990 Census. By using blocks instead of larger units of geography, such as tracts or official
block groups, the size of the listing task was reduced. However, some blocks had very small and even
zero populations. These were collapsed to meet the minimum requirement of 60 dwelling units. A
total of 1,180 such segments were selected for Wave 1. The sample segment counts were smaller for
Waves 2 and 3 with 689 segments selected for Wave 2 and 694 segments for Wave 3. For the Wave 2
and 3 segments, all dwelling units were screened for date of construction. On average, approximately
27 dwelling units per segment were sampled in Wave 1 with a slightly larger average of 29 dwelling
units per segment in Waves 2 and 3. The large minimum size of 60 dwelling units was designed to
avoid selecting adjacent neighbors for the sample. This had the advantage of reducing contamination
of interviews by prior interviews in neighboring houses.

The segments for Wave 1 were a subset of segments originally selected and listed for another survey in
late 1991. (The listing process consisted of sending field workers out to every segment. Using a map of
the segment, the field worker prepared a list of dwelling units within the segment.) In addition to
saving the cost of a new listing of 1,180 segments, the use of these old listings had the advantage of
eliminating most housing built during the 1990s. This might have been a drawback for another survey,
but the NSPY had a separate sample of building permits to cover 1990s construction. Any dwelling
units built in the 1990s in area segments had to be screened out, so using an old list actually made the
total data collection more efficient. The segments for Waves 2 and 3 were from the same 1991 frame
but were listed in a separate process in the fall of 1999.

A fixed whole number of segments was allocated to each PSU based on the projected count of 9- to
18-year-olds in 1999 for the stratum that the PSU represented. From the earlier survey, there was a
total of 2,065 segments available. These segments had been selected in a systematic PPS fashion,’
where the measure of size counted African American and Hispanic households more heavily than
other households. This approach resulted in an oversample of segments with strong concentrations of
minority population. This oversample was not desired for NSPY. Since just 1,180 of the 2,065
segments were required, the segments were subsampled with probabilities such that overall probability

A systematic PPS selection is one where the frame is systematically sorted and then an unequal probability sample is drawn
with PPS. The systematic sorting induces a set of joint probabilities of selection that minimizes the total variance.
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of selection became proportional to total households without any special emphasis on minority
households. This was done by using a measure of size (MOS) that was proportional to the ratio of
desired overall probability to the original probability:

SEGMOS = 1990 households in segment

old MOS for original survey

Dwelling Unit Selection in Area Segments

As mentioned above, the 1,180 segments for Wave 1 had been listed by contractor staff in late 1991
and early 1992. These lists of housing addresses were keyed. From the keyed files, a systematic PPS
sample was drawn with a fixed national target of 30,993 dwelling units. (When combined with the
permit sample of 3,407 newly built dwelling units, the total initial sample size was 34,400.) The
measure of size was defined as the weight for the segment so that the final dwelling unit sample would
be closer to an equi-probability sample (i.e., a sample in which every dwelling unit had the same
chance of selection). These 30,993 dwelling units were split into two release groups by segment, with
about 590 segments in each release group. For Wave 2, the 689 segments were supplemented with
2,875 new construction dwelling units for a total of 23,000 dwelling units. All of the Wave 2 segments
were listed in the fall of 1999. For Wave 3, the 694 segments were supplemented with a permit sample
of 3,052 for a total of 23,300 units.

For a subsample of the sample dwelling units, there was a quality control check on the original
1991/1992 listing. For all single-family housing, the interviewer checked for hidden apartments (such
as converted basements, garages, and attics) that might have been missed by the lister. Any detected
hidden apartments were added to the sample. Also, in a subsample of multifamily housing structures,
the interviewer checked for missed apartments. Using these procedures, 192 missed dwelling units
were added to the sample. Also, as mentioned above, there was a check for new mobile homes. This
procedure added 99 sample mobile homes to the sample. Thus the combined sample from area
segments was 31,284 dwelling units. Because the Waves 2 and 3 segments were listed in the fall of
1999, this process was not employed for these waves.

Selection of the Permit Screening Sample

A separate building permit sample was drawn for the three initial waves of NSPY to prevent problems
caused by outdated information on block sizes. The data collection procedures for selecting the area
segment involved sampling with PPS in the 1990 Census. PPS sampling with 1990 data strongly
reduced between-segment variation to the extent that there was a strong correlation between total
population in 1990 and eligible population in 1999. New construction would weaken that correlation.
To avoid the potentially high between-segment variance caused by a weakened correlation, only pre-
1990 census housing from the area segments were interviewed. This was accomplished by asking the
occupants when their dwelling unit was constructed and then terminating the screening process if the
unit was built after April 1, 1990. A separate sample of postcensus housing was drawn from a frame of
building permits. This procedure was introduced at the U.S. Census Bureau in the 1960s and
continues to be used for all major household surveys conducted by it. It is used at Westat for large
surveys conducted late in a decade.

Permit sampling was possible because most localities required that a permit be obtained before
building a residential structure and because the U.S. Census Bureau conducted a regular census of
permit activity. This census of local governments has been conducted every month for active offices
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and annually for less active offices. A benefit of the census has been that it could be used to select
specific offices and months from which to draw an efficient sample of permits for national estimates.

The stages of permit sampling were similar to those in the area frame, but there were five instead of
three. First, only permits issued within the 90 sample PSUs were selected. Next, a sample of building
permit offices (BPOs) was selected. These were the local county and city offices that issue building
permits and keep records about them. At the third stage, a sample of segments was selected, where a
segment was defined to be the set of permits issued by an office within a specific time frame. At the
fourth stage, individual permits were selected. After selection of the permits, a lister visited all the
building sites for the selected permits to list all the housing units that were found there. After listing of
housing units within sample segments, the final sample of dwelling units was selected.

The total dwelling unit sample size from the permit frame was set so that the proportion of the total
sample selected through the permit frame would roughly equal the proportion of the total national
housing stock that was built between April 1, 1990, and the end of 1998. Statistics from the U.S.
Census Bureau indicated that about 10 percent of the housing stock as of the end of 1998 met this
criterion. The dwelling unit sample size from the permit frame for Wave 1 was 3,407, equal to about
10 percent of the total initial sample. In Wave 2 the dwelling unit sample from the permit frame was
2,875 units compared to 20,125 area sample dwelling units for Wave 2. Because the permit frame
covered only until the end of 1998, there was no coverage of new housing units that were permitted
and built in 1999 or in 2000. The Wave 3 permit sample was 3,052 units while the area sample for
Wave 3 consisted of 20,248 units. For Wave 3, there was no coverage of new housing units that were
permitted and built in 1999, 2000, and the first half of 2001.

A.1.2 Selection of Youth and Parents (Waves 1 through 3)

Household screening and subsampling were used to identify eligible households and to oversample
those with specific compositions to satisfy precision requirements for the three youth age ranges. In
households selected as a result of subsampling, one youth was selected from each age range
represented, but no more than a total of two youth were selected. The parents and caregivers for the
sample youth were than identified and one was randomly selected. The practice of sampling up to two
youth when any are selected had the effect of concentrating the youth interviews in a smaller number
of households than would be expected if sampling were conducted independently for each age range.
This means that youth in the less rare age domains were sampled at a higher rate if they happen to
have a sibling in a rarer age domain. Similar procedures have been used successfully on other surveys.
This approach was particularly advantageous for NSPY because the precision requirements for
parents were specified in terms of the youth age domains. A mother with children in two or three of
the age ranges would be counted toward the parent precision targets for each range in which one of
her children was selected. Thus, concentrating the youth selections in a smaller set of households
generated a more efficient parent sample. This approach also increased the amount of directly
collected sibling data. On the negative side, it increased design effects slightly for older youth, but this
had been anticipated and was counteracted by using a slightly larger nominal sample size for this age
range.

To carry out this sampling efficiently, it was convenient to divide eligible households into three strata
based on the combination of ages represented by the youth in the household. Because youth aged 12
to 13 were the rarest age domain, households containing such youth were always selected. They are
thus placed into a stratum by themselves. Youth aged 9 to 11 were the next rarest domain.
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Households that contained a 9- to 11-year-old but no 12- or 13-year-olds were subsampled at Wave 1
and thus constituted a second stratum. For Waves 2 and 3, there were no subsampling within either
stratum. Finally, 14- to 18-year-olds represented the most common age domain and were most sharply
subsampled so that they constituted a third stratum. Thus, the following strata were used:

m  Households containing at least one youth aged 12 to 13;
m  Households containing at least one youth aged 9 to 11 but no youth aged 12 to 13; and
m  Households containing at least one youth aged 14 to 18 but no youth aged 9 to 13.

Table A-A shows estimates of the youth population by stratum from Wave 1 of NSPY. These
estimates were prepared using final Wave 1 NSPY youth weights. They were broadly consistent with
earlier estimates obtained from the Current Population Survey (CPS). The retention rates represent
the percentage of the screened households of the given type that were retained in NSPY. These rates
applied only to Wave 1. The retention rates for Waves 2 and 3 were modified slightly.

Table A-A. Youth by household stratum: NSPY Wave 1

Youth by age domain

Retention Total
Household composition rate (%) Households 9-11 12-13 14-18 9-18
At least one 12- to
13-yr.-old 100% 7,770,932 3,431,546 7,998,814 4,094,726 15,525,086

At least one 9- to
11-yr.-old but no 12- to
13-yr.-olds 70% 8,449,930 9,102,823 0 3,100,064 12,202,887

At least one 14- to
18-yr.-old but no 9- to
13 -yr.-olds 45% 9,545,207 0 0 11,862,093 11,862,093

Total 25,766,069 12,534,369 7,998,814 19,056,883 39,590,066

The mechanics of sample selection then worked as follows. When DUs were selected from the area
and permit segments, they were randomly assigned to one of three sampling rules:

A. Interview if the household belongs to stratum A,
AB. Interview if the household belongs to stratum A or B; and
ABC.  Interview if the household belongs to stratum A, B, or C.

For sampling rule 4, the interviewer was instructed to induct the household into the sample only if it
contained a youth aged 12 or 13. For sampling rule 4B, the interviewer inducted the household into
the sample if it contained one or more youth aged 9 to 13. For sampling rule 4BC, the interviewer
inducted the household into the sample if there were any youth aged 9 to 18. The interviewer used a
hard-copy screening questionnaire and simple focused questions to determine the presence of youth in
the specified age ranges.

Eligibility rates have been estimated based on the results from the initial recruitment waves. Table A-B
shows eligibility rates in Wave 1 for households assigned to the different screener groups. These rates
are lower than were predicted based on CPS tabulations (also shown in Table A-B). There was
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significant undercoverage at Wave 1—on the order of 30 percent undercoverage. The reasons for this
undercoverage are not known but persisted in Waves 2 and 3.

Table A-B. Wave 1 eligibility rates

Wave 1 age eligibility rate CPS predictions of

Screener group Screener sample (%) (%) eligibility rates (%)
A 30.1% 05.6% 07.5%
AB 24.9% 10.8% 15.2%
ABC 45.0% 19.9% 24.4%
Total 100.0% 12.2% 17.0%

For Waves 2 and 3, stratum B was sampled at the same rate as stratum A. The reason for this was to
increase the sample size for youth aged 9 to 11. There was some concomitant increase in the sample
size for youth aged 14 to 18. Operationally, this was accomplished by reassigning all households in
screener group A to screener group AB. A larger sample size was desired for youth aged 9 to 11 at
Waves 2 and 3 because of the decision to conduct followup interviews. Because there would be no
new sample after Wave 3, the only way to achieve an oversample of 12- to 13-year-olds after Wave 3
was to oversample the 9- to 11-year-olds at Waves 2 and 3.

For the followup waves, the sample will become older because the 9-year-olds are not replenished.
Several plans for replenishing the sample of 9-year-olds were considered but they ran into serious
operational problems. The most serious problem was that about 37 percent of 8-year-olds have older
siblings. To give a chance of selection to these 8-year-olds when they turn 9, a third youth would have
to be sampled in many households. That would have resulted in a serious change in existing data
structures. There were also lesser problems with sampling and tracking 8-year-olds who did not have
older siblings. Given the low level of attention that the Media Campaign was paying to 9- to 11-year-
olds, it did not seem worth the high cost to maintain a large sample of children aged 9 to 11 past
Wave 3.

Household screening was also used to eliminate multiple chances of selection for DUs built since the
1990 decennial census. As discussed earlier, most of these units had two chances of selection—once in
the area segment sample and once in the permit segment sample. This was true for all immobile units
built after the census in permit-issuing jurisdictions in Waves 2 and 3. For Wave 1, it was true only for
immobile units built after the census but before the listing in late 1991. To eliminate these extra
chances of selection, the screener included questions on the year the DU was built.

The only chance of selection for mobile homes was through the area frame because the permit frame
did not cover these DUs. Therefore, the screener instructed the interviewer to skip the year-built
question for mobile homes. This procedure was efficient for all but Wave 1. The 1991 listings used for
these waves included all trailer sites occupied in 1991 but missed all new trailer parks and all isolated
mobile homes parked in new locations. To provide coverage of these mobile homes, interviewers
recanvassed a subsample of the segments for mobile homes. Any segment from which the first listed
DU was selected was marked for the special canvass. Any mobile homes were compared with the old
listing sheets to see whether they were enumerated. All previously unenumerated mobile homes were
added to the sample in these segments for Wave 1. This procedure yielded a sample of 99 missed
mobile homes for Wave 1.

Another activity that took place during the screening process for Wave 1 was called the missed DU
procedure. At every single-family home, the interviewer asked whether there was a separate
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apartment in the basement, garage, or elsewhere. If such an apartment was found, the interviewer
checked the original listing of the segment to determine whether the apartment was listed. If missed by
the lister, the apartment was automatically added to the screening sample. A similar procedure was
carried out in a sample of multifamily housing structures. If the first listed unit in the building was
selected for the screening sample, the interviewer conducted a thorough recanvass of the structure to
identify units missed by the lister. Any previously unlisted apartments were added to the screening
sample. At Wave 1, this procedure generated a sample of 192 missed DUs.

The missed mobile home and missed DU procedures were not used for Waves 2 and 3. The listings
used for those waves were prepared in mid-1999, making them fairly fresh for interviewing in late
2000 and early 2001. Because of the screening and sampling procedures, all stick and modular
housing built after 1998 was excluded from the sampling frame. In addition, all mobile homes placed
after the listing period in mid-1999 had no chance of selection.

A.1.2.1 Youth and Parent Selection (Waves 1 through 3)

The procedure for Waves 1 through 3 was to prepare a list of eligible youth in each sample household
and sample one youth within each nonempty age range, subject to a maximum of two sample youth
per household. In a household with youth in all three of the age ranges, one youth from the 12-to-13
range was selected. A random decision was then made to either select a second youth from the 9-to-11
range or from the 14-to-18 range. Within an age range, all youth had the same probability of selection.
At least one and no more than two youth were selected for every sample household. The interviewers
then determined the relationship of all adults in the household to each sample youth and the
relationship between the two sample youth if two were selected. If two sample youth were siblings
(whole, half, or step), the computer selected one adult from the set of adults in the household who
were classified as a parent or caregiver of either youth. If two nonsiblings (such as cousins) were
selected, one adult was selected from each set of associated parents and caregivers. All of these
procedures were accomplished with the aid of a CAPI questionnaire.

During Waves 1 through 3, a random parent instead of the most knowledgeable or cooperative parent
was selected for several reasons. Most importantly, parent statistics were to be prepared in addition to
youth statistics. Because the most knowledgeable and cooperative parent in two-parent households is
often the mother, a nonrandom selection would have resulted in a sample consisting mostly of
mothers with very little data on fathers. To be able to measure the penetration of the Media Campaign
with fathers as well as mothers, random selection of parents was used for Waves 1 through 3.

Parents were defined as biological, adoptive, step, or foster parents sharing a roof with a youth.
Caregivers were defined as persons serving in loco parentis for youth who did not live with their
parents. Some distinctions were made between these categories for sampling purposes. Stepparents
were considered parents for sampling purposes only if they had lived with their stepchild for at least 6
months. In addition, the exact nature of the relationship between the adult and the youth were
recorded for analytic purposes. Henceforth, in this discussion, the term parent will be used to refer to
both parents and caregivers unless otherwise specified.

In multifamily households, all youth within an age range were given an equal chance of selection. If
two selected youth were cousins or are not related at all (as in the case of a live-in nanny with her own
children), a separate parent was selected for each family with a sample youth.
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For youth with divorced or separated parents, priority was given to the household where the youth
spent the majority of the year. Only these households were eligible for selection. The only parent
figure eligible for selection was the natural/adoptive parent with whom the youth spent most of the
year and any stepparent present in that household. It was possible to select the stepparent without
selecting the natural/adoptive parent.

In the case of youth living with adults who were not their parents (under the strict definition of parents
given above), special rules for sampling caregivers were implemented. For youth who were not
emancipated? but lived with adults other than their parents, one or more primary caregivers who lived
in the same DU as the youth were identified . These caregivers may or may not have been the youth’s
legal guardians.’ If there were more than one resident primary caregiver, one was randomly selected
for the parent interview.

For emancipated youth living separately from their parents, a caregiver was generally not required.
However, when there was an adult present who might be a caregiver (such as a grandmother), it was
determined whether that adult was a caregiver and, if so, an attempt was made to recruit him or her
for a parent interview.

Youth under age 19 who were serving in parental roles (e.g., an older sibling in a pair of orphans or a
teenage stepmother) were considered ineligible for the youth selection but eligible for the parent
selection.

As mentioned above, youth residing in group quarters were not sampled during the recruitment phase;
youth living in boarding schools and college dormitories were, therefore, excluded from the scope of
the survey. This exclusion was made because it was felt that dormitory residents could not be easily
interviewed at their parents’ homes and that their experiences were so different from the majority of
youth that they would have to be analyzed separately. During screening, the interviewer specifically
asked respondents not to count these youth as household members. Despite the exclusion of
dormitory residents, youth who live at home or in private apartments while attending college were
sampled. It was decided that a broader exclusion of college students was not necessary for analytic
purposes and would render the remaining sample of 18-year-olds unrepresentative of the universe that
most data users would expect to find. This special exclusion of dormitory residents did pose some
special challenges to the weighting process. To poststratify the sample, it was necessary to estimate the
dormitory population from the 1990 decennial census and then to carry that estimate forward, in
order to subtract it from more current CPS estimates of the entire noninstitutional population aged 9
to 18.

One complication of the dormitory exclusion concerned the length of the field period. For example,
Wave 2 started in July 2000. To maintain a stable sampling universe throughout the interviewing
period, youth who were currently living in boarding schools and dormitories or who were expected to
be in those living arrangements by the end of the wave were excluded. Note that this had the effect of
excluding from the spring wave high school seniors who were planning to live in dormitories in the
fall. Note that this applied only in the initial recruitment wave. In the subsequent followup waves,
such youth were excluded only if they lived in a dormitory or boarding school at the time of initial
screening (not any time during data collection).

2 The criteria for identifying emancipated youth vary by state but generally involve age and marital status.

3 If the caregiver was not the legal guardian, a parent interview was conducted with the caregiver and the legal guardian was
contacted for permission to interview the youth.
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Table A-C shows the counts of interviewed youth at Wave 1 by age and by household stratum.
Within households completing the household roster, person-level response rates were high. For
example, in Wave 1, extended interviews were obtained for 88 percent of sampled parents and 91
percent of sampled youth. Appendix B provides additional details on response rates.

Table A-C. Rostered households and completed parent and youth interviews
by household stratum for NSPY Wave 1

Youth per age domain

Rostered
Household composition households Parents 9-11 12-13 14-18 Total 9-18

At least one 12- to 13-yr.-old 1,191 1,057 340 1,080 389 1,809
At least one 9- to 11-yr.-old

but no 12- to 13-yr.-olds 826 733 749 0 230 979
At least one 14- to 18-yr.-old

but no 9- to 13 -yr.-olds 584 503 0 0 524 524
Total 2,601 2,293 1,089 1,080 1,143 3,312

A.1.3 Selection of Followup Sample for Wave 4

Under the NSPY sample design, subsamples of youth and parents selected for the initial recruitment
waves (i.e., Waves 1 through 3) will be retained for followup in subsequent data collection waves. No
new samples will be selected for any of the followup waves. For Wave 4, the first followup of Wave 1,
all youth and parents in households that completed the screener roster in Wave 1 were included in the
followup sample ifthe household contained at least one Wave 1 respondent (either youth or parent).
Note that under the selection criterion employed for Wave 4, a small number of youth and parents,
that is, those parents and youth who were selected but who did not complete a Wave 1 interview were
refielded in Wave 4. The “extra” youth and parents that were obtained in Wave 4 were used only for
cross-sectional analyses at Wave 4. Appendix B provides details on response rates.

A.2 Development of Weights

An analysis weight was calculated for each completed interview. Different weights were prepared for
different types of analyses. For Waves 1 through 3, there were six sets of final weights in all, three for
national analyses and three for regional analyses. There were national weights for youth, for parents,
and for youth-parent dyads. These repeated for regional analyses. For Wave 4, separate regional
weights were not prepared. Instead, in addition to national cross sectional weights, two sets of
longitudinal weights were created, one for lagged analysis and one for stable analysis. These weights
were used to reflect selection probabilities and to compensate for nonresponse and undercoverage.
The adjustments for undercoverage involved a process called raking. In the raking process, the
weights were adjusted in such a manner that the sums of weights for important domains agreed with
those from independent more reliable sources. The final weight for a respondent, including
nonresponse adjustments and raking, can be viewed as the number of population members that each
respondent represented. Details about the weighting process are given in the following sections.
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A-12

A.2.1 Baseweights

Baseweights are used to reflect a person’s probability of selection into the sample. The baseweight is
defined to be the reciprocal of the probability of selection. Thus, people with small probabilities of
selection get large baseweights and those with large probabilities get small baseweights. If there were
no nonresponse or undercoverage, these baseweights would yield unbiased estimates of population
parameters such as the percent of youth who engage in a particular behavior.

Calculation of the baseweights was done by considering the probability of selection at each stage:
PSU, segment, dwelling unit, and person. The calculation of these probabilities at each stage was
fairly straightforward. However, since the person selection could be carried out only in households
where the screener was completed, the person-level baseweight also reflected nonresponse adjustment
and, in the case of the parent weights, an adjustment for household undercoverage.

For Waves 1 through 3, the baseweight for a dwelling unit is generally

1
Pr{PSU} Pr{segment | PSU} Pr{DU | segment}

BWpy; =

For permit segments, there were also some adjustments for failure to find the permits for a particular
segment and for the lack of coverage of new housing in jurisdictions where building permits were not
required. These adjustments were based on statistics from the Census Bureau’s reports on construction
starts. Also, in Wave 2, the BPO weights were trimmed to avoid inflating the variances.

These dwelling unit-level baseweights were then adjusted for screener nonresponse as discussed in
Section A.2.3 below. After adjustment for screener nonresponse, the adjusted weight was further
adjusted for screener-based subsampling. Dwelling units in Wave 1 had been preassigned to three
screening groups: A, AB, and ABC. However, for Waves 2 and 3 dwelling units were assigned only to
screening groups AB and ABC. Dwelling units in the 4 screening group were retained in sample only if
there was a youth aged 12 to 13 present in the dwelling unit. Dwelling units in the 4B screening group
were retained in sample only if there was a youth aged 9 to 13 present. Dwelling units in the ABC
screening group were retained in sample only if there was a youth aged 9 to 18 present. These rules
were developed as a means to efficiently oversample dwelling units containing youth aged 12 to 13
and (to a lesser extent) those containing youth aged 9 to 11. Based on these screening rules, all
dwelling units in all waves with youth aged 12 to 13 were retained with certainty so no adjustment
was required to their weights. Also in Waves 2 and 3, those dwelling units with a youth aged 9 to 11
present, but no youth aged 12 to 13, were retained with certainty so again no adjustment was required
to their weights. However, in Waves 2 and 3, those dwelling units with a youth aged 9 to 11 present,
but no youth aged 12 to 13, had a probability of retention of 0.7, so their weights were adjusted
upward by a factor of 1.4286. Similarly, those dwelling units with a youth aged 14 to 18 present, but
none aged 9 to 13, had a probability of retention of just 0.45, so their weights were adjusted upward
by a factor of 2.2222.

After this stage in the calculation, different paths were taken for the calculation of youth and parent
baseweights. However, from this point on, the procedures for Waves 1 through 3 were the same. The
youth path is described first.

There were three age classes for youth sampling purposes: 9 to 11, 12 to 13, and 14 to 18. If there were
youth present in all three age ranges, the first step in youth subsampling was to select two out the three
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age ranges. The 12-to-13 range was always selected with certainty. One of the other two was selected
with equal probability. So the first component in the youth probability of selection for youth aged 9 to
11, or 14 to 18 in such households was a factor of 0.5. Next, within each sample age range, one youth
was selected from however many were present. For example, if there were 4 youth present in an age
range, the probability of selection within the range was 0.25. The two factors were multiplied together
to create a youth within-household probability of selection. The youth baseweight was then calculated
as the quotient of the adjusted baseweight for the household divided by the within-household
probability of selection for the youth.

The parental probability of selection was more complex. In simple nuclear families, the probability of
selection for a parent was simply 1.0 for single-parent households and 0.5 for two-parent households,
but a variety of other living arrangements were encountered. Some households contained nephews
and nieces of the householder where the householder or his/her spouse was reported as the caregiver
for the nephew or niece, but not both were so reported. Sometimes, one or two parents of the nephew
or niece were present. Sometimes a grandparent was considered the caregiver of the nephew or niece.
Other households contain couples who was not married but each had their own children. Some
households contain boarders, housekeepers, or nannies who had their own children present.

When one youth was selected, a random parent/caregiver was selected from the set of parents and
caregivers for that youth. When two siblings were selected, a random parent/caregiver was selected
from the set of parents and caregivers identified for either sibling. When two youth were selected who
were not siblings, one parent/caregiver was selected from the “pool” of parents and caregivers for
each. If these pools overlapped, it might still be the case that just one parent figure was selected; thus,
the parent’s probabilities of selection depended on their relationship to the youth in the household.
While the relationship of every adult in the household was established to the sample children, this
information was not collected about nonsample children. These relationship data were imputed using
the available data about household composition. Each parent and caregiver’s probability of selection
was then computed over all possible youth samples from the household.

Given the complexity of the parent/caregiver concept for NSPY, it was realized that no post-
stratification or raking to independent estimates of parents would be possible. In order to correct for
undercoverage despite the lack of ability to perform such adjustment, the decision was made to rake
the household weights prior to applying the within-household probabilities of selection for parents.
This raking is discussed below in Section A.2.4.

For Wave 4, the starting point for the weighting process was the set of sampling weights derived for
Wave 1. Because no new youth were selected in Wave 4, the weights from Wave 1 were used as the
base weights for youth in Wave 4. These weights were nonresponse adjusted and then raked to the
youth population totals at Wave 4. For originally selected parents, Wave 1 weights were used as the
base weights for Wave 4. It was possible to select a new parent if the originally selected parent was no
longer eligible, for example, in the case of a divorce. In this case the newly selected parent was treated
as a substitute for the originally selected parent.

A new feature in Wave 4 was the construction of longitudinal weights. Youth and dyads who were
eligible in Wave 1 and were still eligible in Wave 4 were given longitudinal weights that were based
on the Wave 1 weights. There was no new raking on the longitudinal weights since these weights were
intended to estimate the longitudinal attributes of the Wave 1 population. However, these weights
were nonresponse adjusted using the same methods as the cross-sectional weights.
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A.2.2 Nonresponse Adjustments

In general, it was hoped that there were groups of households where the decision to respond to a
survey was unrelated to substantive characteristics of interest such as substance abuse. Complex
modeling techniques were employed to find groups of households with different response rates. The
variables that were available to define such groups were mostly from the 1990 Decennial Census and
described the block groups containing the households. Within a group, the weighted response rate was
calculated. The baseweight was then divided by the group response rate to obtain the nonresponse-
adjusted weight for a household. Households in groups with low response rates received large upward
adjustments in their weights. Intuitively, this meant that those hard-to-reach households that were
interviewed despite being hard to reach ended up receiving larger weights than households that were
easy to reach. If the groups were formed well, this procedure could eliminate nonresponse bias. If too
many were formed, however, the variation in weights caused by groups with low response rates could
hurt survey reliability.

The goal was to develop procedures that would form enough but not too many groups. To this end,
special software was created (built on top of data mining software) to form the groups. A set of about
60 household characteristics was used in conjunction with the special software. Some examples of the
characteristics used include local percentages of persons in certain age groups, persons of certain race
and ethnicity, homeowners versus renters, persons in mobile homes, U.S. citizens versus noncitizens,
and persons with incomes below the poverty level.

This type of adjustment was done separately for the doorstep and roster phases of the screener, for
youth nonresponse, for parent nonresponse, and for dyad nonresponse.

A.2.2.1 Screener Nonresponse Adjustment

This adjustment was done in two phases and applied only to Waves 1 through 3. The first phase was
to adjust for doorstep nonresponse where it was never determined whether eligible youth were present
at the address. The second phase was to adjust for roster nonresponse where it was known that the
household did contain eligible youth, but it was not possible to prepare a household roster and select a
sample of youth and parents.

In the doorstep phase, a dwelling unit was considered to be a respondent if information about the
presence of children had been collected from either the occupants of the household or from their
neighbors. In addition, if the dwelling unit was selected in an area segment and was not a mobile
home, information on the age of the structure was required in order to be considered a complete
doorstep screener. As mentioned in Appendix B, the screener response rate was 95.1 percent for Wave
1, 95.7 percent for Wave 2, and 95.5 percent for Wave 3. The adjustment factors for screener
nonresponse varied from 1.0 to 1.7 for both Waves 1 and 2 and the factors varied from 1.0 to 1.6 for
Wave 3.

In the roster phase, an eligible household was considered to be a respondent if an adult resident of the
household had been found who was willing to provide a roster of the occupants of the household,
their ages, and their relationships to the sample children. If any of this information was withheld, it
was impossible to select the youth and parent sample so the household was classified as a
nonrespondent. As mentioned in Appendix B, the roster response rate was 74.4 percent for Wave 1,
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74.6 percent for Wave 2, and 75.3 percent for Wave 3. The adjustment factors for roster nonresponse
varied from 1.1 to 1.6 for both Waves 1 and 2, but the factors varied from 1.1 to 1.7 for Wave 3.

A.2.2.2 Youth

Youth who answered D13 or any subsequent question were considered respondents. This was the last
question on general ad exposure prior to prompting their recall with a display of several real
advertisements. Nonrespondents included those whose parents refused consent or otherwise failed to
provide consent, those who refused personal assent, and those who were just never reached to do the
interview for any reason. Among those who did not complete the questionnaire, a difference was
drawn between those who physically or mentally were incapable of completing it and those who
simply chose not to. The first group was considered to be ineligible sample youth rather than
nonresponding sample youth. The distinction matters only in that the weight of ineligible youth was
not redistributed to responding youth through the nonresponse adjustment. Included in the category
of ineligible youth were those who could not communicate in English or Spanish. Since the television
and radio components of the Media Campaign were only in these languages, it seemed appropriate to
classify those who cannot communicate in either language as ineligible for the evaluation. Also
potentially included in the ineligible youth category were young people who stepped into parental
roles for other youth aged 9 to 18. This might occur by reason of marrying an older person with such
youth or by reason of caring for younger siblings.

The set of the same 60 household characteristics used for doorstep and roster nonresponse adjustment,
as well as some additional characteristics, were used in conjunction with special adjustment software
to develop an appropriate set of response cells for all sampled eligible youth. The additional
characteristics included items such as whether both of the youth’s parents were in the household,
whether the youth was an only child, the total number of youth living in the household, and whether
there was a nonrelative living in the household. All of these variables were obtained from the
household roster. The resulting set of response cells was then used to adjust the weights of the
respondents at the youth level. As mentioned in Appendix B, the youth response rate was 90.6 percent
for Wave 1, 91.6 percent for Wave 2, 90.9 percent for Wave 3, and 93.6 percent for Wave 4. The
adjustment factors for youth nonresponse varied from 1.0 to 1.5 for Wave 1, from 1.1 to 1.7 to for
Wave 2, from 1.0 to 1.6 for Wave 3, and from 1.0 to 1.4 for Wave 4.

Note that for Wave 4, both cross-sectional and longitudinal weights were derived for analysis. The
two sets of weights differ slightly because for cross-sectional analysis, a respondent was defined to be a
sampled youth who completed the Wave 4 interview, whether or not the Wave 1 interview was
completed; whereas for longitudinal analysis, a respondent was defined to be a youth who completed
both Wave 1 and Wave 4 interviews. In Wave 4, about 94 percent of the eligible youth who
completed the Wave 1 interview were longitudinal responders. For longitudinal youth nonresponse
adjustment, the adjustment factors ranged from 1.0 to 1.6.

A.2.2.3 Parent

The parent nonresponse adjustment procedure was very similar to that for youth. Parents had to
complete question F4 or a later question in order for the questionnaire to be considered complete.
Parents who were too ill to complete the questionnaire, physically or mentally impaired, or could only
communicate in a language other than English or Spanish were considered ineligible in Waves 1
through 3. Parents who were no longer living with the sampled youth or who were physically or
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mentally disabled were considered to be ineligible for the followup waves. As mentioned in Appendix
B, the parent response rate was 88.4 percent for Wave 1, 87.6 percent for Wave 2, 86.9 percent for
Wave 3, and 90.3 percent for Wave 4. The adjustment factors for parent nonresponse varied from 1.0
to 1.5 for Wave 1, from 1.0 to 1.7 for Wave 2, from 1.1 to 1.7 for Wave 3, and from 1.0 to 1.5 for
Wave 4.

A.2.2.4 Youth-Parent Dyads

Respondents for this analysis were defined as youth who responded and whose parents also responded
to the survey. Therefore, both the youth and the parent had to be eligible and have completed their
respective surveys to count as a respondent. Nonrespondents included all eligible nonresponding
youth, but also included any youth who may have responded but whose parent did not. Youth who
were not eligible for the youth weights were also not eligible for dyad analysis. Youth who did not
have a corresponding sampled parent interviewed (such as emancipated youth or married youth) were
considered ineligible for this set of weights. Also, youth who were eligible and completed an interview
but whose parents were ineligible were considered ineligible for the Youth-Parent dyad weights.

The same characteristics used for youth nonresponse adjustment were used for dyad nonresponse
adjustment. Again, the special adjustment software was implemented to define appropriate
nonresponse adjustment cells, and weighting adjustments were computed using that set of cells. The
dyad response rate was 85.7 percent for Wave 1, 86.4 percent for Wave 2, 85.7 percent for Wave 3,
and 89.6 for Wave 4. The adjustment factors for dyad nonresponse varied from 1.1 to 1.6 for Wave 1,
from 1.1 to 1.5 for Wave 2, from 1.1 to 1.6 for Wave 3, and from 1.0 to 1.5 for Wave 4.

In addition to cross-sectional weights, longitudinal dyad weights were also developed for Wave 4.
Among eligible responding dyads in Wave 1, 91.4 percent were longitudinal responders (i.e., also
responded in Wave 4). For longitudinal nonresponse adjustment the factors ranged from 1.0 to 1.04
for Wave 4.

A.2.3 Raking

Raking is a commonly used procedure in which survey estimates are controlled to marginal
population totals. In theory, the estimates should differ from the population values only as a result of
sampling error. In practice, other error sources such as residual nonresponse and coverage errors still
may have an important effect on the accuracy of the estimates. The goal of raking is to reduce biases
due to undercoverage and nonresponse, and to reduce the sampling error of the estimates. Raking
may be thought of as an iterative form of poststratification, in which the weights are consecutively
ratio-adjusted to multiple sets of control totals until the resulting weights converge to the control totals
in each dimension. The sample sizes of the marginal distributions are the important determinants of
the stability of the raking procedure, not the cells formed by a complete cross-classification of the
variables. This permits the use of more auxiliary variables or control totals than in poststratification.
For this reason we chose to rake the household, youth, and dyad weights rather than poststratify
them. However, when sample sizes permitted, some raking dimensions were defined by crossing two
variables to preserve the correlation structure in the data.

The parent weights were not raked because no control totals exist for parents as defined by the NSPY.
However, estimates of total households with youth between the ages of 9 and 18 were available from
the January 2000 CPS for Wave 1, and for Wave 2 the October 2000 CPS data were available.
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Wave 3 used the average of March 2001 and April 2001 CPS data. For Wave 3, this average centered
the control totals in the middle of the data collection period. For Wave 4 a regression line was fit to a
year of CPS data and the estimate for October of 2001 was used as the population total. Marginal
household control totals were obtained from the CPS for the following four raking dimensions:

m  Household Race/Ethnicity (Non-Hispanic-white + Other Non-Hispanic, Non-Hispanic-Black,
Hispanic) by Presence of Male Age 28 or Older in the Household (Yes/No);

m  Youth Age Group Composition of Household (any age 12 to 13 present, age 9 to 11 present but
no age 12 to 13, age 14 to 18 present but no age 9 to 13);

m  Household Race/Ethnicity (Non-Hispanic-white, Non-Hispanic-Black, Other Non-Hispanic,
Hispanic); and

m  Census Region (Northeast, Midwest, South, West).

After the household doorstep and roster nonresponse adjustments, the household weights were raked
to the first three sets of control totals to produce the household weights that were used in creating
national parent baseweights. The household weights were raked again on all four dimensions for use
in creating regional parent baseweights. Convergence was obtained in Wave 1 after three iterations for
the national household weights and six iterations for the regional weights. Convergence was obtained
in Waves 2 and 3 after four iterations for the national household weights and six iterations for the
regional weights.

For youth, estimates of the total age 9 to 18 civilian population were also obtained from the January
2000 CPS and October 2000 CPS for Wave 1 and Wave 2, respectively. As with the household totals,
the youth totals for Wave 3 were based on the average of March 2001 and April 2001 CPS data. From
these control totals the civilian noninstitutional group quarters population was excluded, as estimated
from the 1990 Census Public Use Micro-data System (PUMS) files. Marginal control totals were
obtained for the categories defined by the three raking dimensions:

m  Gender (M, F) x Age Group (ages 9to 11, 12 to 13, and 14 to 18);

m  Race/Ethnicity (Non-Hispanic-white, Non-Hispanic-Black, Other Non-Hispanic, Hispanic)
x Age Group (ages 9to 11, 12 to 13, and 14 to 18); and

m  Census Region (Northeast, Midwest, South, West) x Age Group (ages 9to 11, 12 to 13, and
14 to 18).

After the Youth and Youth-dyad nonresponse adjustments, both sets of weights were raked to the first
two sets of control totals to produce the final national youth and Youth-dyad weights for use in
analysis. Both sets of nonresponse-adjusted weights were raked again on all three dimensions to create
regional weights for use in making regional estimates. Convergence was obtained after four iterations
for the national weights in Waves 1 and 2, but converged in three iterations for the national weights in
Wave 3. Convergence was obtained in six iterations for the regional weights for Waves 1 through 3.

Coverage rates are given in Table A-D for youth by age, race, and gender. The coverage rate was
calculated as the ratio of the sum of the weights before raking to the control total. Coverage rates were
not computed for Wave 4, because the Wave 4 sample was a subset of the Wave 1 sample.
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Table A-D
Coverage rates
Wave 1 Wave 2 Wave 3
Subgroup Coverage rate Coverage rate Coverage rate

Male 0.71 0.68 0.65
Female 0.68 0.69 0.65
Race/Ethnicity:

Non-Hispanic white, Other Non-Hispanic 0.69 0.69 0.65

Non-Hispanic Black 0.69 0.67 0.63

Hispanic 0.74 0.66 0.62
Age Group

9-11 0.70 0.69 0.70

12-13 0.74 0.71 0.75

14-18 0.67 0.67 0.57

A.3 Confidence Intervals and Data Suppression

Confidence intervals have been provided for every statistic in the detail tables. These intervals indicate
the margin for error because a sample was drawn rather than conducting a census. If the same general
sampling procedures were repeated independently a large number of times, and a statistic of interest
and its confidence interval were recalculated on each of those independent replications, the average of
the replicated statistics would be contained within 95 percent of the calculated confidence intervals.

The confidence intervals reflected the effects of sampling and of the adjustments that were made to the
weights. They did not generally reflect measurement variance in the questionnaires. The intervals
were based on variance estimation techniques that will be available in separate technical reports. In
brief, subsamples of the sample were drawn and put through the same estimation techniques. The
adjusted variation among the subsamples provides an estimate of the variance of the total sample.
Details on how confidence intervals were calculated from variance estimates follow.

Some estimates were suppressed. This was done when the reliability of a statistic was poor. This was
measured in terms of the sample size and the width of the confidence interval. Estimated proportions
near 0 percent and 100 percent were more likely to be suppressed than other estimates since it was
difficult to estimate rare characteristics well. The exact criteria for this su